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GPU Programming in Mojo🔥 
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Pythonic systems programming language
Generic programming, type system, and memory safety
Blazing fast
Best way to extend Python to CPUs and GPUs
Bedrock for Modular's MAX inference engine.

Unified programming for CPU + GPU 
The full power of standard CUDA/ROCm, but without 
"CUDA"

Threads, warps, sync primitives, WMMA instructions
Generate executables without using vendor  toolkits or 
libraries

All GPU kernels for Nvidia, AMD, Apple written in Mojo
Library driven with simple compiler support
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Compiler support for Debugging Kernels 🔎
•

•

•

Inspecting Mojo GPU kernel in LLVM IR, assembly 
(PTX), or object file (cubin, hsaco)
Same GPU compilation flow, just change what 
the pipeline produces.
Plug the result as string to host code.

asm 

llvm IR

opt llvm IR

https://github.com/modular/modular/blob/main/mojo/stdlib/test/compile/test_compile.mojo

https://github.com/modular/modular/blob/main/mojo/stdlib/test/compile/test_compile.mojo


Conclusions
•
•

•
•

•
•

•

•

•
•
•

Mojo provides a unified way to write CPU+GPU code => one MLIR module

Library driven GPU feature implementation for different vendors => simple compiler, no heroic magic

MLIR unlocks seamless compiler integration:

Native compiler support to know what to slice into GPU mlir modules during elaboration.

Add an mlir op kgen.compile_offload.

Mojo has support as MLIR sugar:

No need to change the parser to extend syntax. 

Ease of writing library code that uses architecture specific dialects (nvvm, rocdl) and low-level 

intrinsics (llvm).

Compiling multiple kernels in one MLIR module and split for LLVM pipeline => fast compilation 
Generally applicable to compile other accelerator offloads built on top of LLVM/MLIR framework.

Mojo GPU kernels are all open-sourced 

https://github.com/modular/modular/tree/main/max/kernels 
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Thank you!
Hope to see you at the poster session!
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